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Abstract. The U.S. Army Research Laboratory is engaged in a multi-year
program focusing on the human role in supervising autonomous vehicles. We
discuss this research with regard to patterns of human/intelligent agent (IA)
interrelationships, and explore the dynamics of these patterns in terms of
supervising multiple autonomous vehicles. The ﬁrst design pattern focuses on a
human operator controlling multiple autonomous vehicles via a single IA. The
second design pattern involves multiple intelligent systems including (a) human
operator, (b) IA-asset manager, (c) IA-planning manager, (d) IA-mission monitor, and (e) multiple autonomous vehicles. Both scenarios require a single
operator to control multiple heterogeneous autonomous vehicles, and yet the
complexity of both the mission variables and the relations among the autonomous vehicles makes efﬁcient operations by a single operator difﬁcult at best.
Key ﬁndings of two recent research programs are summarized with an emphasis
on their implications for developing future systems with similar design patterns.
Our conclusions stress the importance of operator situation awareness, not only
of the immediate environment, but also of the IA’s intent, reasoning and
predicted outcomes.
Keywords: Intelligent agents  Transparency  Patterns of human–agent
interaction  Human factors  Supervisory control

1 Introduction
Autonomous systems are becoming part of the framework of American life. They are
also changing the dynamics of future combat in ways that are not altogether predictable.
Although the advantages are obvious (e.g., reduction in casualties, force multiplication
and increased capabilities) [1, 2] their disadvantages (e.g., possible fratricides, civilian
casualties, and mission disruptions) can only be estimated [3, 4]. It is important not only
to minimize the potential dangers of autonomy but also to increase tactical flexibility by
developing user interfaces that ensure that humans have ultimate decision authority [5].
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When human operators must supervise or control many systems, the problems are
multiplicative [6]. The operator, who is bounded by short-term memory limitations,
must maintain situation awareness (SA) of a dynamic and potentially volatile environment while supervising multiple heterogeneous autonomous vehicles (AVs) [5]. To
address these challenges, we discuss the implications of patterns of interaction between
software-based intelligent agents (IA) and humans, and give examples of experiments
that verify their usefulness (see [7] for an overview of design patterns for
human-cognitive agent teaming). The deﬁnition of an IA varies [8]. In this context, an
IA acts autonomously in the sense that it processes environmental information, has
clear-cut objectives, and develops courses of actions (COAs) to achieve its objectives.
Patterns of interaction refer to reusable human–agent architectures which are adapted to
multiple problem spaces that share generic features. Below, we discuss two patterns
which manage the type (or level) of information necessary for the human to supervise
the IA while simultaneously maintaining SA of both the unfolding environment and the
IA’s intent, reasoning, and perceived outcomes. The ﬁrst pattern is relatively simple and
involves the human interacting with a single supervisory agent that serves as an intermediary and supervisor for multiple AVs. The second pattern requires the operator to
interact with multiple intermediate agents. These agents can interact with each other but
each is dedicated to a speciﬁc task: choosing the heterogeneous AVs, developing a route
plan, and monitoring the AVs’ progress. The purpose of identifying effective patterns is
to pinpoint essential elements of human–agent systems for possible generic solutions in
complex environments. Speciﬁcally, our emphasis in this effort is on determining the
effectiveness of IA transparency in promoting operator awareness of both the physical
environment and the IA’s assumptions about the environment [8]. The construct of
transparency and its application to patterns of human-IA interaction is discussed below.

2 The Situation Awareness-Based Agent Transparency
(SAT) Model
Operator trust is an important research topic for both automated and autonomous
systems, as it is a key determinant in the calibration of reliance on such systems. Trust
can be measured either as an attitude (subjective measure) or as a behavior [9].
Subjective scales have been shown to correlate with automation reliability, the perception of the IA’s capabilities, and task difﬁculties as well as individual differences
[10]. Lee and See [11] deﬁned appropriate trust as human reliance on automation that
minimizes disuse (failure to rely on reliable automation) and misuse (over-relying on
unreliable automation) [12]. Lee [13] suggested that to make the underpinnings of the
automation algorithm transparent, it is necessary to display the purpose, process and
performance (3-Ps) of the automation, with the caveat that too much information is
counterproductive. Based on these and related concepts, U.S. Army Research Laboratory researchers developed a Situation awareness-based Agent Transparency
(SAT) model (Fig. 1) to elucidate aspects of SA affecting trust [8]. SAT posits three
transparency levels (L) of information to support the operator’s SA of the IA’s decision
process: (a.) L1 – IA’s actions and intent (b.) L2 – IA’s reasoning process, (c.) L3 – IA’s
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predicted outcomes and uncertainty [14, 15]. The purpose of the SAT model is to
deﬁne the type of information necessary to give the operator insight into the IA’s basic
plan, its intent, reasoning process and its objective end-state. Our hypothesis is that
each level of transparency contributes to improving operators’ appropriate trust calibration. However, an obvious problem of managing n-systems is that the SAT information for multiple systems could easily overwhelm the operator.

Fig. 1. The SAT model [8]

3 Pattern 1: Supervisory Agent
Autonomy and the necessity of human supervision appear to be contradictory.
Especially when the operator is managing multiple systems, supervising many
autonomous systems would seem to defeat the purpose of making them autonomous in
the ﬁrst place. The ﬁrst pattern (Fig. 2) uses the power of an IA to reduce operator
workload while maintaining the human’s decision prerogatives. The IA (RoboLeader)
acts as an intermediate supervisor monitoring the lower level systems and reporting
back to the human supervisor through a chat window. Furthermore, the IA suggests an
algorithmic solution to the operator who can either implement the IA’s solution or use
the operator’s own solution [16].
The advantage of this pattern is that the human operator can multitask, monitor the
AVs when alerted by the IA, and also determine the utility of the agent’s solution to the
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Fig. 2. Pattern 1, the IA (RoboLeader) supervises AVs and suggests re-planning when the AVs
original plan is no longer feasible, requiring the human operator to either accept the IA’s re-plan
or over-ride the IA.

alerted problem. Multiple research projects have used the RoboLeader paradigm to
explore a number of pertinent human-agent teaming issues, including manipulating the
number of AVs supervised, IA reliability, the degree of autonomy, the type of autonomy, and IA transparency [8, 16–19]. The paradigm proved to be effective in numerous
simulated combat-related scenarios, resulting in a variety of useful human-agent design
guidelines [1, 8]. In general, results showed that the RoboLeader agent beneﬁtted the
operators’ concurrent task performance and reduced their workload while allowing
operators to maintain their SA. Importantly, individual differences in gaming experience, spatial abilities, and perceived attentional control proved to be crucial factors in
human-agent interactions—implying that training and decision support should be
geared to individual aptitudes and experience—not “one size ﬁts all” solutions [8].
Pertaining to our current emphasis on the role of transparency in trust calibration,
our lab recently examined the efﬁcacy of SAT level-2 information (reasoning explanation) during convoy operations [19]. In this effort, operators monitored an unmanned
aerial vehicle (UAV), a manned ground vehicle (MGV), and an unmanned ground
vehicle (UGV). We focused on IA reasoning transparency by manipulating the amount
of explanatory information conveyed to the operator during high workload mission
segments: the operator was monitoring three assets while also detecting threats to their
own vehicle using the 360° SA displays (Fig. 3). The IA advisories (which made
suggestions concerning when to re-route the convoy) were only accurate 66 % of the
time, requiring the operator to monitor the situation continually.
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Fig. 3. Operator control unit for convoy operations requiring monitoring multiple elements,
identifying threats and making convoy route changes based on command updates.

The results supported our hypothesis that explanatory information (e.g., “Change to
convoy path recommended: Activity in area: Dense Fog”) would reduce misuse of
automation. Operators rejected incorrect advisories signiﬁcantly more often when
given the rationale for the advisory. However, adding non-essential information to the
explanation (a time stamp which was potentially useful to determine if the explanation
is current) contributed to misuse of IA by decreasing correct rejections. This ﬁnding
supports Lee’s [13] argument that when adding information to increase the transparency of a display, the information must adhere to the environment (or the task) for
which it was intended. In Wright et al.’s case, a parsimonious explanation improved the
ability of the operator to override incorrect advisories. In summary, having an IA
interface between the AVs and the operator decision-maker proved to be a useful
pattern of AV control under a variety of experimental conditions [8]. The caveat is that
successful interaction between the IA and the operator depended on concise display
formats that provided insight into the IA’s reasoning.
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4 Multiple Supervisory Agents
Figure 4 shows a more complex pattern representative of the Intelligent Multi-UxV
Planner with Adaptive Collaborative/Control Technologies (IMPACT) program funded
by the U.S. Department of Defense’s Autonomy Research Pilot Initiative program [20,
21]. IMPACT researchers are investigating issues associated with multiple intelligent
systems interacting both with one another and with the human operator to execute
numerous combat missions. They are independent in the sense that each IA can generate a COA, and they are interdependent in the sense that to successfully complete a
mission, they must interact with one another while taking their ﬁnal decision cues from
the human operator. Pattern 2 involves an Asset Manager agent which receives mission
objectives from the operator and decides which AVs and sensors are best suited to the
mission. Next, the Plan Manager compiles plans for routing the vehicles to arrive at the
objective at a particular time whereas the Mission Monitor agent monitors the AVs
in-route progress for plan deviations. The process is adaptive because either the human
operator or the Mission Monitor can interrupt the mission and start the process over by
interacting with the Asset Manager and Plan Manager to develop a revised plan to
present to the operator. Each system tries to optimize mission objectives and the
integrated plan requires permission from the operator before the Asset Manager gives
execution instructions to the AVs. In Fig. 4, the integrator is the Asset Manager whose
tasks include generating the information for the transparency display as well as sending
the agreed upon instructions to the AVs.
The research addressed transparency displays containing integrated information
from multiple sources. The human operator had decision authority that was manifested
in two ways—identifying the initial framework for the mission and verifying the plans
supplied by the Asset Manager. In our experiments, information integrated into the
Asset Manager was used to generate three levels of SAT including: L1 – plan elements,
L2 – rationale, and L3 – IA’s predicted outcomes and uncertainty. We conducted two
studies to investigate the effects of agent transparency on operators’ task performance
and trust. Because of the inherent complexity of the experimental conditions, the
displays (Fig. 5) used in the experiments contained SAT information on the map, in
text, as well as on graphics developed by U.S. Air Force researchers [22]. In addition,
the user interface had tactical alerts from the command module showing the commander’s intent, environmental, and situational changes. We explored interface options
over two experiments in an attempt to isolate the effects of SAT levels and interface
features. In particular, in the second experiment, we changed the L3 interface to better
display the projected outcomes. L3 information was conveyed using the Air Force’s
revised graphics showing the relative weights of the predicted outcomes (e.g., time to
target, fuel consumption, sensor coverage) on an integrated line graph [22].
In the ﬁrst simulation experiment, we investigated the SAT model by incrementally
varying the type of SAT level (L1 vs. L1 + 2 vs. L1 + 2 + 3) with scenarios counterbalanced over conditions. Each scenario developed a base defense vignette such as an
unknown craft spotted near the shoreline adjacent to the naval base. The participants
were given two options (A and B) that resulted in different asset compositions (naval,
ground or aerial AVs), planned routes, and type of sensors. Updates from the command
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Fig. 4. N- intelligent systems coordinating planning, executing, and monitoring a dynamic
mission by sending mission instructions to N autonomous vehicles after receiving guidance from
the operator.

Fig. 5. The improved transparency display used in the second experiment showing the relative
outcomes predicted for options A and B.

modules supporting either plan A (IAs’ favored COA) or B (IAs’ less favored option)
are shown in Fig. 5. The results indicated that trust calibration (correct rejections and
correct positive responses-hits) improved for the latter two conditions compared with
the L1 (baseline information) condition. Additionally, subjective trust scores also
increased for the third condition (L1 < L1 + 2 + 3) [23]. In the second experiment,
aside from improving the user interface as discussed above, we separated the uncertainty
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information (U) from other L3 information (projections) to create three experimental
conditions (L1 + 2 vs. L1 + 2 + 3 vs. L1 + 2 + 3 + U). We found that participants
performed their decision task signiﬁcantly better with L1 + 2 + 3 and L1 + 2 + 3 + U
compared with the L1 + L2 condition. Thus, we concluded that all three levels of SAT
information incrementally improved operator performance, but that the impact of adding
uncertainty information required further research [24]. The results indicate that the
design pattern shown in Fig. 4 was useful in generating testable hypotheses. Speciﬁcally, SAT predictions were upheld in a complex environment where multiple intelligent
systems contributed to transparency information during realistic tri-service scenarios.

5 Conclusions
In a world in which autonomy is being engineered into more and more systems, the role
of the human is often overlooked. Particularly in military environments, humans face
complex problems, multitasking, and increased volatility; situations in which autonomy
offers the promise of reducing the problem space to manageable levels. To ensure
safety and tactical flexibility, military systems will require human supervision [1–3, 8].
However, the human’s span of control becomes limited as the complexity of the
military environment and the number of autonomous assets increase beyond a certain
limit [6]. Two patterns of autonomous control were discussed that reduced supervisory
loading while ensuring human control of multiple heterogeneous autonomous assets. In
both paradigms, humans interacted with IAs to control autonomous assets under various degrees of difﬁculty. Successful operations required the operator to have SA of
both the changing military situation and the IAs’ decision-making processes. The SAT
model of transparency was tested for both patterns indicating the feasibility of effective
supervisory control by enhancing the operator understanding of the IA’s intent,
reasoning, and projected outcomes [8, 14, 19, 23, 24].
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